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Chapter 8

 

Data Storage—Disk, Tape, 

 

Optical, and Memory

 

I can’t remember where I stored that.

 

In this chapter you will learn that:

 

�

 

An expanding data footprint results in increased management costs
and complexity.

 

�

 

Data storage management is a growing concern from a green stand-
point.

 

�

 

There are many aspects of storage virtualization that can help
address green challenges.

Demand to store more data for longer periods of time is driving the
need for more data storage capacity, which in turn drives energy consump-
tion and consequent cooling demands. This chapter looks at various data
storage technologies and techniques used to support data growth in an eco-
nomical and environmentally friendly manner. These technologies also aid
in sustaining business growth while building on infrastructure resource
management functions, including data protection, business continuance
and disaster recovery (BC/DR), storage allocation, data movement, and
migration, along with server, storage, and networking virtualization topics.
Although this chapter focuses on external direct attached and networked
storage (either networked attached storage or a storage area network), the
principles, techniques, and technologies also apply to internal dedicated
storage. The importance of this chapter is to understand the need to sup-
port and store more data using various techniques and technologies to
enable more cost-effective and environmentally as well as energy-friendly
data growth.
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8.1 Data Storage Trends, Challenges, and Issues

 

After facilities cooling for all IT equipment and server energy usage, exter-
nal data storage has the next largest impact on power, cooling, floor space,
and environmental (PCFE) considerations in most environments. In addi-
tion to being one of the large users of electrical power and floor space, with
corresponding environmental impact, the amount of data being stored and
the size of its the data footprint continue to expand.

Though more data can be stored in the same or smaller physical foot-
print than in the past, thus requiring less power and cooling, data growth
rates necessary to sustain business growth, enhanced IT service delivery, and
new applications are placing continued demands on available PCFE
resources.

A key driver for the increase in demand for data storage is that more
data is being generated and stored for longer periods of time as well as more
copies of data in multiple locations. This trend toward increasing data stor-
age will likely not slow anytime soon for organizations of all sizes. 

The popularity of rich media and Internet-based applications has
resulted in explosive growth of unstructured file data that requires new and
more scalable storage solutions. Applications such as video pre- and post-
production processing, animation rendering, on-demand video and audio,
social networking websites, and digitalization of data from cell phones, per-
sonal digital assistants (PDAs) and other sources have increased burdens on
storage performance and capacity. Unstructured data includes spreadsheets,
PowerPoint presentations, slide decks, Adobe PDF and Microsoft Word
documents, Web pages, and video and audio JPEG, MP3, and MP4 files.

The diversity of rich media and Internet applications ranges from many
small files with various access patterns to more traditional large video stream
access. Consequently, storage systems, in order to scale with stability to sup-
port Internet and Web 2.0 applications, will need to support variable per-
formance characteristics from small random access of meta-data or
individual files to larger streaming video sequences. Data growth rates range
from the low double digits to high double or triple digits as more data is
generated, more copies of data are made and, more data is stored for longer
periods of time.

While structured data in the form of databases continues to grow, for
most environments and applications, it is semistructured email data and
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unstructured file data that creates the biggest data footprint impact and sub-
sequent bottlenecks. Unstructured data has varying input/output (I/O)
characteristics that change over time, such as data that starts out with a lot
of activity, then goes idle for a time before extensive reads, as in the case of a
video or audio file becoming popular on a media, entertainment, social net-
working, or company-sponsored website. As another example, usually,
when a development or research project is completed, the data or intellec-
tual property is archived or migrated to lower-cost, lower-performance bulk
storage until it is needed again for further research or sequel projects.

The data footprint is the total data storage needed to support applica-
tion and information needs. Your data footprint may, in fact, be larger
than the actual amount of data storage you have, or you may have more
aggregated data storage capacity than actual data. A general approach to
determine your data footprint is simply to add up all of your online, near-
line, and offline data storage (disk and tape) capacity. For example, con-
sider all the data being stored at home on personal computers and laptops,
PDAs, digital cameras and video recorders, TiVo sets and DVRs, USB
fixed and removable disk drives, among other media that support various
data and information needs.

Digital households, that is, homes with one or more computers and
other electronic equipment, may have from 500 GB to over 1 TB of data.
These homes’ storage needs will continue to grow. The importance of
understanding digital data growth needs for homes is to be able to put into

 

Figure 8.1 Expanding Data Footprint due to Data Proliferation and Copies Being 
Retained
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scale the amount of data that needs to be stored in IT data centers to sup-
port existing and emerging applications and services.

Suppose that a business has 20 TB of data storage space that is allocated
and being used for databases, email, home directories, shared documents,
engineering documents, financial, and other data in different formats, both
structured and unstructured. For these 20 TB of data, the storage space is
probably not 100% used; database tables may be sparsely allocated, and
there is likely duplicate data in email and shared document folders. How-
ever, to keep the example straightforward, assume that of the 20 TB, two
complete copies are required for BC/DR purposes, and 10 TB are dupli-
cated to three different areas on a regular basis for application testing, train-
ing, and business analysis and reporting. See Figure 8.1.

The overall data footprint is the total amount of data, including all
copies plus the additional storage required to support that data, such as
extra disks for redundant array of independent disks (RAID) protection or
remote mirroring. In this overly simplified example, the data footprint and
subsequent storage requirement amount to several times the 20 TB of data.
And the larger the data footprint, the more data storage capacity and perfor-
mance bandwidth are needed and that have to be powered, cooled, and
housed in a rack or cabinet on a floor somewhere.

Costs associated with supporting an increased data footprint include:

 

�

 

Data storage hardware and management software tools acquisition

 

�

 

Associated networking or I/O connectivity hardware and services

 

�

 

Recurring maintenance and software renewal fees

 

�

 

Facilities fees for floor space, power, and cooling

 

�

 

Physical and logical security of data and IT technology assets

 

�

 

Data protection for high availability and BC/DR, including
backup, replication, and archiving

It is debatable how much energy in a typical data center is actually con-
sumed by storage (internal to servers and external) as well as how much data
is active or inactive. The major power draws for common storage systems
are usually spinning hard disk drives (HDDs) and their enclosures, which
account for, on average, 66–75%; controllers and related I/O connectivity
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components generally account for most of the balance of electrical power
consumption. Consequently, data storage is an important area for energy
optimization and efficiency improvements.

One approach to reducing your footprint is simply to stop spending
and put a cap on growth. For most environments, freezing growth is a bit
draconian, but it is an option. A better approach is to do more with what
you have or do more with less—that is, enable growth via consolidation and
optimization to the point where further consolidation and optimization
become self-defeating.

 

8.2 Addressing PCFE Storage Issues 

 

There are many approaches to addressing PCFE issues associated with
storage, from using faster, more energy efficient storage that performs
more work with less energy, to powering down storage that is supporting
inactive data, such as backup or archive data, when it is not in use. While
adaptive and intelligent power management techniques are increasingly
being found in servers and workstations, power management for storage
has lagged behind.

General steps to doing more with your storage-related resources with-
out negatively impacting application service availability, capacity, or perfor-
mance include:

 

�

 

Assess and gain insight as to what you have and how it is being used.

 

�

 

Develop a strategy and plan (near-term and long-term) for deploy-
ment.

 

�

 

Use energy-effective data storage solutions (both hardware and soft-
ware).

 

�

 

Optimize data and storage management functions.

 

�

 

Shift usage habits to allocate and use storage more effectively.

 

�

 

Reduce your data footprint and the subsequent impact on data pro-
tection.

 

�

 

Balance performance, availability, capacity, and energy consump-
tion.

 

�

 

Change buying habits to focus on effectiveness.
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�

 

Measure, reassess, adjust, and repeat the process.

Approaches to improve storage PCFE efficiency include:

 

�

 

Spin down and power off HDDs when not in use.

 

�

 

Reduce power consumption by putting HDDs into a slower mode.

 

�

 

Do more work and store more data with less power.

 

�

 

Use FLASH and random-access memory (RAM), and solid-state
disks (SSDs).

 

�

 

Consolidate to larger-capacity storage devices and storage systems.

 

�

 

Use RAID levels and tiered storage to maximize resource usage.

 

�

 

Leverage management tools and software to balance resource usage.

 

�

 

Reducing your data footprint via archiving, compression, and de-
duplication

Yet another approach is simply to remove or mask the problems. For
example, address increased energy or cooling costs, emissions or carbon
taxes if applicable, higher facilities costs if floor space is constrained, or out-
source to a managed service provider, co-location, or hosting facilities. As is
often the case, your specific solution may include different elements and
other approaches in various combinations, depending on your business size
and environment complexity.

 

8.3 Data Life Cycle and Access Patterns

 

Data has a life cycle that extends from when it is created and initially stored
to when it is no longer needed and removed or deleted from storage. What
varies is how long the data remains active, either being updated or in a static
read-only mode, along with how the data needs to be retained when it is no
longer being actively used. There are differing schools of thought on how
long to keep data, from keeping as little data as possible for the shortest
period of time to keeping everything indefinitely for compliance, regulatory,
or internal business reasons.
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Traditional life cycles may be hours or days for transaction-type data,
starting with its initial creation, then the time frame when it is being
actively worked with, then tapering off rapidly with only occasional read
access needed. This type of life cycle lends itself to a tiered storage model
and different forms of storage management, sometimes referred to as 

 

infor-
mation life-cycle management (ILM)

 

. ILM involves migrating unused or
inactive data off online primary storage to secondary near-line or offline
storage. The objectives of ILM is to reduce costs, simplifying management
as well as addressing PCFE issues.

A new and emerging data life-cycle pattern for unstructured data has
applications initially creating and storing data followed by a period of inac-
tivity, lasting hours or days, leading to an active access period, followed by
inactivity and the cycle continuing. Examples of this are Web 2.0-related
applications such as a video on You-Tube or a popular blog, website, audio
file, slide deck, or even eBooks. The data access activity picks up when the
first wave of users discovers and tells others about the content, then there is a
period of inactivity until a second wave discovers the information, with the
cycle repeating.

Other changing data access patterns and characteristics include tradi-
tional business transactions and commercial applications with small random
I/O operations per second (IOPs) and high-performance and specialized
computing involving large sequential data streams. New access patterns are
seeing business applications performing more I/Os, including larger sequen-
tial operations, to support rich media applications, while high-performance
computing still relies on large sequential data along with growth in using
more small random I/Os for meta data handling as well as processing large
numbers of small files.

Given the different characteristics and application service requirements
for data, different types of storage support online active data along with
inactive idle data that vary in performance, availability, capacity, and energy
consumption per price point and category of storage. To address the differ-
ent data access and activity patterns and points in the data life cycle, virtual-
ization provides a means to abstract the different tiers and categories of
storage to simplify management and enable the most efficient type of stor-
age to be used for the task at hand.
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8.4 Tiered Storage—Balancing Application Service 
with PCFE Requirements

 

Tiered storage is an umbrella term and is often referred to by the type of
HDD, by the price band, or by the architecture. Tiered storage embraces
tiered media, including different types and classes of HDDs, which vary in
performance, availability, capacity, and energy usage. Other storage media
such as SSDs, magnetic tape, as well as optical and holographic storage
devices are also used in tiered storage. 

Tiered storage—various types of storage media configured for differ-
ent levels of performance, availability, capacity, and energy (PACE)—is a
means to align the appropriate type of IT resources to a given set of appli-
cation service requirements. Price bands are a way of categorizing disk
storage systems based on price to align with various markets and usage
scenarios—for example, consumer, small office/home office, and low-end
small to medium-size business (SMB) in a price band of under $6,000;
mid- to high-end SMB in middle price bands into the low $100,000
range; and small to large enterprise systems ranging from a few hundred
thousand dollars to millions of dollars.

Figure 8.2 shows examples of how tiered storage can be aligned. The
lower left portion illustrates the use of high-performance HDDs and appli-
cable RAID configurations to meet Tier 1 service needs measured on a cost-
per-transaction basis. The upper right portion shows the other extreme: the

 

Figure 8.2 Balancing Tiered Storage and Energy to Service Needs for Active and 
Idle States
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most capacity with lowest performance and optimum energy efficiency of
offline tape and optical storage. The IT balancing act is to align a given tier
of storage to specific application or data needs using PACE resources in an
optimal PACE way.

Another dimension of tiered storage is tiered access, meaning the type
of storage I/O interface and protocol or access method used for storing and
retrieving data—for example, high-speed 8-Gb Fibre Channel (8GFC) and
10-Gb Fibre Channel over Ethernet (10FCoE) versus older and slower
4GFC or low-cost 1-Gb Ethernet (1GbE), or high-performance 10GbE-
based iSCSI for shared storage access, or serial attached SCSI (SAS) and
serial ATA (SATA) for direct attached storage (DAS), or shared storage
between a pair of clustered servers. 

Additional examples of tiered access include file- or network attached
storage (NAS)-based access using network file system (NFS) or Windows-
based Common Internet File System (CIFS) file sharing, among others.
Different categories of storage systems combine various tiered storage
media with tiered access and tiered data protection. For example, tiered
data protection includes local and remote mirroring (also known as repli-
cation), in different RAID levels, point-in-time (pit) copies or snapshots,
and other forms of securing and maintaining data integrity and meet data
protection requirements.

 

8.4.1 Tiered Storage System Architectures

 

Tiered storage solutions, also known as different storage system architec-
tures, include high-end cache-centric or monolithic frame-based systems
typically found in upper-price-band or mid-range and clustered storage sys-
tems. Definitions of these terms have become interface-, protocol-, and host
application-independent, whereas in the past there were clear lines of delin-
eation between different storage system architectures, similar to the tradi-
tional lines of demarcation for various types of servers.

Differences used to exist between block and file (NAS)-based solutions
or enterprise (mainframe) and open systems or modular and monolithic sys-
tems, but now the packaging and features/functions are blurred. Examples
of high-end enterprise-class storage systems include EMC DMX, Fujitsu
Eternus, HDS USP, HP XP, and IBM DS8000. All of these systems are
characterized by their ability to scale in terms of performance, capacity,
availability, physical size, functionality, and connectivity. For example, these
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systems support a mix of IBM mainframe FICON and ESCON connectiv-
ity along with open-system Fibre Channel, iSCSI, and NAS access, natively
or via optional gateways, routers, or protocol converters.

In addition to supporting both open-system and mainframe servers
natively, high-end cache-centric storage systems, as their name implies,
have very large amounts of cache to boost performance and support
advanced feature functionality. Some systems support over 1,000 HDDs
including ultra-fast SSD-based devices, fast Fibre Channel HDDs, and
lower-cost and high-capacity fat SATA or Fibre Channel HDDs. While
smaller mid-range storage systems can in some cases rival the performance
of cache-centric systems while drawing less power, an advantage of the
larger storage systems can be to reduce the number of storage systems to
manage for large-scale environments.

Mid-range and modular storage systems span from the upper end of
price bands for enterprise solutions down to price bands for low-end SMB-
based storage solutions. The characteristics of mid-range and modular stor-
age systems are the presence of one or two storage controllers (also known as
nodes), storage processors or heads, and some amount of cache that can be
mirrored to the partner controller (when two controllers exist). Dual con-
trollers can be active/passive, with one controller doing useful work and the
other in standby mode in the event of a controller failure. 

Mid-range and modular controllers attach to some amount of storage,
usually with the ability to support a mix of high-performance fast HDDs
and slow, large-capacity HDDs, to implement tiered storage in a box. The
controllers rely on less cache instead of cache-centric solutions, although
some scenarios that leverage fast processors and RAID algorithms can rival
the performance of larger, more expensive cache-centric systems. As of this
writing, modular or mid-range storage systems max out in the 250- to 400-
HDD range, but by the time you read this, those numbers will have
increased along with performance. 

Clustered storage is no longer exclusive to the confines of high-per-
formance sequential and parallel scientific computing or ultralarge envi-
ronments. Small files and I/O (read or write), including meta-data
information, are also being supported by a new generation of multipur-
pose, flexible, clustered storage solutions that can be tailored to support
different applications workloads.
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There are many different types of clustered and bulk storage systems.
Clustered storage solutions may be block (iSCSI or Fibre Channel), NAS or
file serving, virtual tape library (VTL), or archiving and object- or content-
addressable storage. Clustered storage in general is similar to using clustered
servers, providing scale beyond the limits of a single traditional system—
scale for performance, scale for availability, and scale for capacity and to
enable growth in a modular fashion, adding performance and intelligence
capabilities along with capacity. For smaller environments, clustered storage
enables modular pay-as-you-grow capabilities to address specific perfor-
mance or capacity needs. For larger environments, clustered storage enables
growth beyond the limits of a single storage system to meet performance,
capacity, or availability needs.

Applications that lend themselves to clustered and bulk storage solu-
tions include:

 

�

 

Unstructured data files, including spreadsheets, PDFs, slide decks,
and other documents

 

�

 

Email systems, including Microsoft Exchange Personal (.PST) files
stored on file servers

 

�

 

Users’ home directories and online file storage for documents and
multimedia

 

�

 

Web-based managed service providers for online data storage,
backup, and restore

 

�

 

Rich media data delivery, hosting, and social networking Internet sites

 

�

 

Media and entertainment creation, including animation rendering
and postprocessing

 

�

 

High-performance databases such as Oracle with NFS direct I/O 

 

�

 

Financial services and telecommunications, transportation, logistics,
and manufacturing

 

�

 

Project-oriented development, simulation, and energy exploration

 

�

 

Low-cost, high-performance caching for transient and look-up or
reference data

 

�

 

Real-time performance including fraud detection and electronic
surveillance

 

�

 

Life sciences, chemical research, and computer-aided design 
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Clustered storage solutions go beyond meeting the basic requirements
of supporting large sequential parallel or concurrent file access. Clustered
storage systems can also support random access of small files for highly con-
current online and other applications. Scalable and flexible clustered file
servers that leverage commonly deployed servers, networking, and storage
technologies are well suited for new and emerging applications, including
bulk storage of online unstructured data, cloud services, and multimedia,
where extreme scaling of performance (IOPS or bandwidth), low latency,
storage capacity, and flexibility at a low cost are needed.

The bandwidth-intensive and parallel-access performance characteris-
tics associated with clustered storage are generally known; what is not so
commonly known is the breakthrough to support small and random IOPS
associated with database, email, general-purpose file serving, home directo-
ries, and meta-data look-up (Figure 8.3).

More nodes, ports, memory, and disks do not guarantee more perfor-
mance for applications. Performance depends on how those resources are
deployed and how the storage management software enables those
resources to avoid bottlenecks. For some clustered NAS and storage sys-
tems, more nodes are required to compensate for overhead or performance
congestion when processing diverse application workloads. Other things to
consider include support for industry-standard interfaces, protocols, and
technologies.

 

Figure 8.3 Clustered and Bulk Storage
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Scalable and flexible clustered file server and storage systems provide
the potential to leverage the inherent processing capabilities of constantly
improving underlying hardware platforms. For example, software-based
clustered storage systems that do not rely on proprietary hardware can be
deployed on industry-standard high-density servers and blade centers and
utilizes third-party internal or external storage. Clustered storage is no
longer exclusive to niche applications or scientific and high-performance
computing environments. Organizations of all sizes can benefit from ultras-
calable, flexible, clustered NAS storage that supports application perfor-
mance needs from small random I/O to meta-data lookup and large-stream
sequential I/O that scales with stability to grow with business and applica-
tion needs.

Additional considerations for clustered NAS storage solutions include
the following.

 

�

 

Can memory, processors, and I/O devices be varied to meet applica-
tion needs?

 

�

 

Is there support for large file systems supporting many small files as
well as large files?

 

�

 

What is the performance for small random IOPS and bandwidth
for large sequential I/O?

 

�

 

How is performance enabled across different application in the
same cluster instance?

� Are I/O requests, including meta-data look-up, funneled through a
single node?

� How does a solution scale as the number of nodes and storage
devices is increased?

� How disruptive and time-consuming is adding new or replacing
existing storage?

� Is proprietary hardware needed, or can industry-standard servers
and storage be used?

� What data management features, including load balancing and data
protection, exists?

� What storage interface can be used: SAS, SATA, iSCSI, or Fibre
Channel?
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� What types of storage devices are supported: SSD, SAS, Fibre
Channel, or SATA disks?

As with most storage systems, it is not the total number of HDDs, the
quantity and speed of tiered-access I/O connectivity, the types and speeds of
the processors, or even the amount of cache memory that determines per-
formance. The performance differentiator is how a manufacturer combines
the various components to create a solution that delivers a given level of per-
formance with lower power consumption. To avoid performance surprises,
be leery of performance claims based solely on speed and quantity of HDDs
or on speed and number of ports, processors, and memory. How the
resources are deployed and how the storage management software enables
those resources to avoid bottlenecks are more important. For some clustered
NAS and storage systems, more nodes are required to compensate for over-
head or performance congestion. 

8.4.2 Tiered Storage Media or Devices

Tiered storage mediums or devices, often generically referred to as tiered
storage, include different types of magnetic HDDs such as fast, high-per-
formance Fibre Channel and SAS and lower-performing, high-capacity
SATA, SAS, and Fibre Channel HDDs. Other types of tiered storage
devices that can be configured into storage solutions include magnetic
tape, optical media (CDs, DVDs, magneto-optical) and semiconductor
disk drives (SSDs).

Given that data storage spans categories from active online and primary
data to offline and infrequently accessed archive data, different types of stor-
age media addressing different value propositions can be found in a single
storage solution. For example, to address high-performance active data, the
emphasis is on work per unit of energy at a given cost, physical, and capacity
footprint. On the other hand, for offline or secondary data not requiring per-
formance, the focus shifts from energy efficiency (doing more work per unit
of energy) to capacity density per cost, unit of energy, and physical footprint.

Compare different tiered storage media based on what applications and
types of data access they will be supporting while considering cost and phys-
ical footprint. Also consider the performance, availability, capacity, and
effective energy efficiency for the usage case, such as active or idle data. As
an example, a current-generation 146-GB, 15,500 (15.5K)-RPM, 4-Gb
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Fibre Channel or SAS 3.5-inch HDD consumes the same, if not less, power
than a 750-GB, 7,200 (7.2K)-RPM SATA or SAS 3.5-inch HDD. For
active online data, the 15.5K-RPM HDD delivers more performance per
unit of energy than the larger-capacity SATA HDD. However, for capacity-
intensive applications that do not need high performance, the SATA drive
has better density per unit of energy in the same physical footprint as the
faster 146-GB HDD. Which drive to use depends on the application;
increasingly, a mix of high-speed FC or SAS drives is configured in a storage
system with some number of lower-performing, high-capacity or FAT
HDDs for a tiered storage solution in a box.

8.4.2.1 Solid-State Devices (SSDs)

The need for more effective I/O performance is linked to the decades old,
and still growing, gap between server and storage performance, where the
performance of HDD storage has not kept up with the decrease in cost and
increase in reliability and capacity compared to improvements in server pro-
cessing power.

Reducing energy consumption is important for many IT data centers.
Although there is discussion about reducing energy by doing less work or
powering down storage to reduce energy use, the trend is toward doing
more with less power per unit of work. This includes intelligent power man-
agement when power consumption can be reduced without compromising
application performance or availability as well as doing more IOPS or band-
width per watt of energy.

FLASH is relatively low-cost and persistent memory that does not lose
its content when power is turned off. USB thumb drives are a common
example. DDR/RAM is dynamic memory that is very fast but is not persis-
tent, and data is lost when power is removed. DDR/RAM is also more
expensive than FLASH. Hybrid approaches combine FLASH for persis-
tency, high capacity, and low cost with DDR/RAM for performance. 

There is a myth that SSD is only for databases and that SSD does not
work with files. The reality is that in the past, given the cost of DRAM-
based solutions, specific database tables or files, indices, log or journal files,
or other transient performance-intensive data were put on SSDs. If the data-
base were small enough or the budget large enough, the entire database may
have been put on SSDs. Given the cost of DRAM and FLASH, however,
many new applications and usage scenarios are leveraging SSD technologies.
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For example, NFS filer data access can be boosted using caching I/O accel-
erator appliances or adapter cards.

More SSDs are not in use because of the perceived cost. The thought
has been that SSDs in general costs too much compared to HDDs. When
compared strictly on a cost per gigbyte or terabyte basis, HDDs are cheaper.
However, if compared on the ability to process I/Os and the number of
HDDs, interfaces, controllers, and enclosures necessary to achieve the same
level of IOPS or bandwidth or transaction or useful work, then SSDs may
be more cost-effective for a given capacity. The downside to RAM com-
pared to HDD is that electrical power is needed to preserve data.

RAM SSDs have, over the years, addressed data persistence issues with
battery-backed cache or in-the-cabinet uninterruptible power supply (UPS)
devices to maintain power to memory when primary power is turned off.
SSDs have also combined battery backup with internal HDDs, where the
HDDs are either stand-alone, mirrored, or parity-protected and powered by
a battery to enable DRAM to be flushed (destaged) to the HDDs in the
event of a power failure or shutdown. While DRAM-based SSDs can
exhibit significant performance advantages over HDD-based systems, SSDs
still require electrical power for internal HDDs, DRAM, battery (charger),
and controllers.

FLASH-based memories have risen in popularity because of their low
cost per capacity point and because no power is required to preserve the
data on the medium. FLASH memories have become widespread in low-
end USB thumb drives and MP3 players.

The downsides to FLASH memories are that their performance, partic-
ularly on writes, is not as good as that of DRAM memories, and, histori-
cally, FLASH has a limited duty cycle in terms of how many times the
memory cells can be rewritten or updated. In current enterprise-class
FLASH memories, the duty cycles are much longer than in consumer or
throw-away FLASH products. 

The best of both worlds may be to use RAM as a cache in a shared
storage system combined with caching algorithms to maximize cache
effectiveness, optimize read-ahead and write-behind, and parity to boost
performance. FLASH is then used for data persistence as well as lower
power consumption and improved performance compared to an all-HDD
storage system.
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As examples, Texas Memory Systems (TMS) announced in 2007 its
RAM-SAN 500, which has a RAM cache and FLASH-based storage for
persistence, and EMC announced in January 2008 a FLASH-based SSD as
an option in its DRAM cache-centric DMX series of storage systems. For
EMC, SSD and in particular DRAM is nothing new, the company having
leveraged the technologies back in the late 1980s and what ultimately
became the successful DMX line of storage systems in the form of a large
cache-centric storage system. 

8.4.2.2 Fast or High-Performance and Fat-Capacity HDDs

As a technology, magnetic HDDs are over 50 years old, and they have
evolved significantly over that time, increasing usable capacity, performance,
and availability while reducing physical footprint, power consumption, and
cost. The mainstays of data center storage solutions today are based on 3.5-
inch high-performance enterprise and high-capacity desktop HDDs along
with emerging small-form-factor 2.5-inch high-performance enterprise
HDDs. With a growing focus on “green” storage and addressing power,
cooling, and floor space issues, a popular trend is to consolidate data from
multiple smaller HDDs onto a larger-capacity HDD to boost storage capac-
ity versus energy usage for a given density ratio. For idle or inactive data,
consolidating storage is an approach to addressing PCFE issues; however,
for active data, using a high-performance drive to do more work using fewer
HDDs is also a form of energy efficiency. As seen in Table 8.1, each succes-
sive generation of HDDs had improved energy usage.

Table 8.1 Balancing Performance, Availability, Capacity, and Energy Across Dif-
ferent HDDs

Capacity 73 GB 73 GB 73 GB 146 GB 300 GB 500 GB 750 GB 1.5 TB

Speed 
(RPM)

15.4K 15.4K 15.5K 15.5K 15.5K 7.2K 7.2K 7.2K

Interface 2GFC 4GFC 4GFC 4GFC 4GFC SATA SATA SATA

Active 
watts/hour

18.7 15.8 15.2 17.44 21.04 16.34 17.7 17.7

Capacity 
increase

N/A N/A N/A 2× 4× 6.5× 10× 20×
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How much energy is needed to power 100 TB of storage? The answer
depends on the size of the storage system (e.g., price band) if performance
or capacity is optimized, the category or type of tiered storage medium
being used, how it is configured, and, if comparing raw versus usable
RAID-protected storage, which RAID level plus storage is being compared
on an effective basis using a compression or de-duplication ratio.

In Table 8.1, active watts/hour represents an average burdened configu-
ration, that is, the HDD itself plus associated power supplies, cooling, and
enclosure electronics per disk for active running mode. Lower power con-
sumption can be expected during low-power or idle modes as well as for an
individual disk drive minus any enclosure or packaging. In general, 100 TB
of high-performance storage will require more power and therefore cooling
capacity than 100 TB of low-cost, high-capacity disk-based storage. Simi-
larly, 100 TB of high-capacity disk-based storage will consume more power
than 100 TB of magnetic tape-based storage. As an example, a mid-range,
mid-price storage system with redundant RAID controllers and 192 750-
GByte, 7,200-RPM or 5,400-RPM SATA HDDs in a single cabinet could
consume about 52,560 kWh of power per year (not including cooling).
Assuming an annual energy cost of 20 cents per kilowatt-hour, which fac-
tors cost to cool the 100 TB of storage along with applicable energy sur-
charges or perhaps even carbon taxes being passed on by an electric utility,
the total energy cost would be about $10,500. This works out to about 39.4
tons (this will vary by specific location and type of energy being used) of
CO2 emissions per year or the equivalent of about five to eight automobiles
(which, of course, would vary depending on the type of automobile, miles
driven per year, and type of fuel being used for the vehicle). To put this even
more into perspective, for the 100 TB in this scenario, at 20 cents, the cost
to power a terabyte of storage is about a penny an hour.

The previous is a middle-of-the-road example, with tape-based solu-
tions being much lower in cost and high-end, large-enterprise storage sys-
tems with many fast HDDs being more expensive. “Your mileage will vary”
is a key phrase, as different vendors with similar configurations and will
have different power consumption levels, based on the overall energy effi-
ciency of their systems independent of data footprint reduction or other
enhancements capabilities.

Large-capacity drives certainly store more data at less power per
gigabyte. This comes, however, at the expense of reduced performance,
which can be aggravated due to density. Table 8.1 shows several different
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types of HDDs, ranging from 73 GB to 1.5 TB. The power consumption
values shown in Table 8.1 may be higher than those normally found in
HDD manufacturer specification sheets because they include infrastructure
overhead. Overhead, or burden, includes the power used by the HDD as
well as the HDD’s share of the enclosure and associated cooling.

It is easy to compare drives on a power-per-gigabyte basis, but it is also
important to consider the drive in the context of how it will be used. Look
at efficiency and how power is used with respect to how the storage is being
used. That is, if using storage for active data, look at how much work can be
done per watt of energy such as IOPS per watt, bandwidth per watt for
sequential, or video streams per watt of energy. If the data is inactive or idle,
then consider the energy required to support a given capacity density while
keeping in mind that unless it is for deep or time-delayed access, some
amount of performance will be needed. 

For those who think that the magnetic HDD is now dead, in actual-
ity, just as disk is helping to keep magnetic tape around, SSD (both
DRAM and FLASH) will help take some performance pressure off HDDs
so that they can be leveraged in more efficient and economical ways, simi-
lar to what disk is to tape today. While magnetic HDDs continue to
decline in price per capacity, FLASH price per gigabyte is declining at a
faster rate, which makes storage using SSDs a very complementary tech-
nology pairing to balance performance, availability, capacity, and energy
across different application tiers.

8.4.2.3 Magnetic Tape, Optical, and Holographic Storage

For applications and environments that need the lowest-energy-consuming
storage and where response time or application performance are not
required, for example, offline storage, magnetic tape remains a good option
and companion to HDD-based online and near-line storage systems. Mag-
netic tape has been around for decades in different formats and with various
characteristics. While utilizing similar techniques and basic principles, over
time magnetic tape has evolved along the lines of other technologies, with
increased densities, reduced physical size, better reliability, faster perfor-
mance, easier handling, and lower costs.

Tape today is being challenged by lower-cost, high-capacity disk-based
storage such as SATA devices to perform disk-to-disk (D2D) and disk-to-
disk-to-tape (D2D2T) backups and archives. This is not to say that tape is
dead, as it continues to be the most cost-effective medium for long-term
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and offline data retention. For example, tape cartridges are capable of stor-
ing over 1 TB of native, uncompressed data. Alternative media include mag-
neto-optical media (MOs), CDs, DVDs, and emerging holographic storage.

8.4.3 Intelligent Power Management and MAID 2.0

Intelligent power management (IPM), also called adaptive power manage-
ment (APM) and adaptive voltage scaling (AVS), applies to how electrical
power consumption and, consequently, heat generation can be varied
depending on usage patterns. Similar to a laptop or PC workstation with
energy-saving modes, one way to save on energy consumption by larger
storage systems is to power down HDDs when they are not in use. That is
the basic premise of MAID (Figure 8.4), which stands for Massive (or
Monolithic or Misunderstood) Array of Idle (or Inactive) Disks. 

MAID-enabled devices are evolving from first-generation MAID 1.0, in
which HDDs are either on or off, to a second generation (MAID 2.0) imple-
menting IPM. MAID 2.0 leverages IPM to align storage performance and
energy consumption to match the applicable level of storage service and is
being implemented in traditional storage systems. With IPM and MAID 2.0,
instead of a HDD being either on or off, there can be multiple power-saving
modes to balance energy consumption or savings with performance needs.

Figure 8.4 Intelligent Power Management and MAID
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For example, a storage system can implement MAID Level 0 (no real
energy savings, no impact on performance) for active data. For less active
data, an administrator can choose a user-selectable setting to transition the
storage system to MAID Level 1, in which power is reduced by retracting
HDD read/write heads. For even more power savings, a HDD or RAID
group or some other unit of storage granularity can be put into a MAID
Level 2 mode, in which the speed of the drive platters is reduced. For the
most power savings, the administrator can select MAID Level 3, in which a
HDD or the RAID group is completely powered down or put into a sus-
pended/standby/sleep mode. Second-generation MAID or MAID 2.0 solu-
tions embracing IPM or other variations of adaptable power management
are available from many storage vendors in general-purpose storage systems.

First-generation MAID systems were purpose-built and dedicated to
the specific function of storing offline data in an energy-efficient manner by
limiting the number of active disk drives at any given time. Second-genera-
tion MAID and variations of IPM implementations provide more flexibil-
ity, performance, and support for tiered storage devices while addressing
PCFE concerns. For example, some vendors support RAID granularity on a
RAID group basis instead of across an entire storage system. By implement-
ing at a RAID group granularity, users are able to power down both SATA
and higher-performance Fibre Channel or SAS HDDs without affecting the
performance of other HDDs in other RAID groups.

Given performance or other service requirements, not all storage or
data applications are appropriate for MAID. Look at second-generation
MAID- and IPM-enabled storage solutions to determine the granularity
and flexibility options. For example, do all of the disks in a storage system
have to be under MAID management, or can some disks be included while
others are excluded? Similarly, are only SATA HDDs supported, or is a mix
of SATA, SAS, or even Fibre Channel disks with IPM capabilities and dif-
ferent MAID level granularities at the drive, RAID, or volume group level
possible?

Understand the performance trade-offs. Combine MAID with other
data footprint technologies including archiving, compression, and de-dupe
to boost storage efficiency for online and offline data. If you are looking at
secondary, online archive, or near-line storage, some of the key attributes are
high-density storage (or capacity optimized), energy efficiency with intelli-
gent power management enabled with MAID 2.0 (reduce power and cool-
ing costs) and affordability. 
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8.4.4 Balancing PACE to Address PCFE Issues with Tiered 
Storage

Using tiered storage and aligning the most appropriate storage technology to
the task or application is part of an overall approach to address power, cool-
ing, floor-space, and environmental (PCFE) issues while balancing usage
with application service-level requirements. Table 8.2 shows different tiers of
storage independent of specific architectures (for example, cache-centric or
monolithic frame based; modular, distributed, or clustered) or tiered access
methods (DAS, SAN, NAS, or CAS), contrasting performance, availability,
capacity, and energy consumption as well as relative cost. 

Alignment of the most appropriate tier of storage to application needs
is an effective technique, along with others such as data footprint reduc-
tion, to address data center bottlenecks without continuing the vicious
cycle of sparse storage allocation and later consolidation.

From a power and performance perspective, SSD provides very good
IOPS per watt or bandwidth per watt of energy used and capacity per watt.
There is, however, a trade-off of cost and capacity. As an example, 1 TB of
usable FLASH-based SSD can fit into 2 rack units height (2U) in a standard
19-inch rack consuming 125 W or .125 kWh of power capable of delivering
100s of MB/second bandwidth performance. The FLASH SSD is compara-
ble to two other storage solutions: storage-centric, high-capacity, low-cost
HDDs; or high-performance, medium-capacity, disk-based storage systems.

Even with the continuing drop in prices of DDR/RAM and FLASH-
based SSDs and increasing capacity (Figure 8.5), for most IT data centers
and applications there will continue to be a need to leverage tiered storage,
including HDD based storage systems. This means, for instance, that a
balance of SSDs for low-latency, high-I/O or performance hotspots along
with storage-capacity, high-performance HDDs in the 146-GB and 300-
GB, 15.5K-RPM class are a good fit with 500-GB, 750-GB, and 1-TB
HDDs for storage capacity-centric workloads.

For active storage scenarios that do not require the ultralow latency of
SSD but need high performance and large amounts of affordable capacity,
energy-efficient 15K-RPM Fibre Channel and SAS HDDs provide a good
balance between activity per watt, such as IOPS per watt and bandwidth per
watt, and capacity, as long as the entire capacity of the drive is used to house
active data. For dormant data and ultralarge storage capacity environments
with a tolerance for low performance, larger-capacity 750-GB and 1.5-TB
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“fat” HDDs that trade I/O performance for greater storage capacity provide
a good capacity per watt of energy.

Another variable to consider is how the storage system is configured in
terms of RAID level for performance, availability, and capacity. RAID levels
affect energy consumption based on the number of HDDs or SSD (FLASH
or DDR/RAM) modules being used. Ultimately, the right balance of PACE

Table 8.2 Comparison of Tiers of Storage and Service Characteristics in the Same 
Footprint

Tier 0

Very High Per-
formance

Tier 1

Performance 
and Capacity

Tier 2

Capacity and 
Low Cost

Tier-3

High Capacity 
and Low Cost 

Uses Transaction 
logs and jour-
nal files, pag-
ing files, look-
up and meta-
data files, very 
active data-
base tables or 
indices

Active online 
files, data-
bases, email 
and file serv-
ers, video 
serving need-
ing perfor-
mance and 
storage capac-
ity

Home directo-
ries, file serving, 
Web 2.0, data 
backups and 
snapshots, bulk 
data storage 
needing large 
capacity at low 
cost

Monthly or 
yearly full back-
ups, long-term 
archives or data 
retention with 
accessibility 
traded for cost or 
power savings

Comparison Dollar per 
IOPSs

IOPS or activ-
ity per watt of 
energy and 
given data 
protection 
level

Activity per 
watt of energy 
and capacity 
density and 
given data 
protection 
level

Capacity density 
per energy used 
with perfor-
mance for active 
data at protec-
tion level

Capacity density 
per energy used 
with bandwidth 
when accessed 
at protection 
level

Attributes Low capacity 
and high per-
formance with 
very low 
power con-
sumption: 
DDR/RAM, 
FLASH, or 
some combi-
nation 

Primary active 
data requiring 
availability 
and perfor-
mance: 10K-or 
15K-RPM 2.5- 
or 3.5-inch 
FC, SCSI, and 
SAS HDDs

Low cost, high 
density: 5.4K- or 
7.2K-RPM SAS, 
SATA, or FC 
HDDs with 
capacities in 
excess of 1 TB

Low cost and 
high capacity or 
“FAT” 5.4K- or 
7.2K-RPM SAS, 
SATA, or FC 
HDDs; mag-
netic tape and 
optical media

Examples Cache, SSD 
(FLASH, 
RAM).

Enterprise and 
mid-range 
arrays

Bulk and IPM-
based storage

Tape libraries, 
MAID/IPM or  
optical storage, 
removable 
HDDs
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should be weighed with other decision and design criteria, including vendor
and technology preferences, to address various PCFE issues.

8.5 Data and Storage Security

Securing stored data involves preventing unauthorized people from access-
ing it as well as preventing accidental or intentional destruction, infection,
or corruption of information. Data encryption is a popular topic, but it is
just one of many techniques and technologies that can be used to imple-
ment a tiered data security strategy. Steps to secure data involve understand-
ing applicable threats, aligning appropriate layers of defense, and continual
monitoring of activity logs, taking action as needed.

Avoid letting data security become a bottleneck to productivity, because
that is a sure way to compromise a security initiative. The more transparent
the security is to those who are authorized to use the data, the less likely
those users will try to circumvent your efforts. A tiered data protection and
security model includes multiple perimeter rings of defense to counter
potential security threats. Multiple layers of defense can isolate and protect
data should one of the defense perimeters be compromised from internal or
external threats. Include both logical (authorization, authentication,

Figure 8.5 Tiered Storage Options
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encryption, and passwords) and physical (restricted access and locks on
server, storage, and networking cabinets) security.

Data and storage security techniques and approaches include:

� Encryption of data at rest when stored on disk and when in flight
over networks

� Server software, appliance, storage system, adapter, and drive-based
encryption

� Key management encryption for primary and BC/DR sites

� Authentication and authorization, including rights management

� Storage logical unit number (LUN) addressing, volume zoning,
mapping, and masking

� Secure management ports and management tool interfaces

� Digital shredding and secure deletion of data from retired media

� Global Positioning System (GPS) and radio frequency identification
device (RFID) tracking and volume labels for removable media

8.6 Data Footprint Reduction—Techniques and Best 
Practices

Although data storage capacity has, in fact, become less expensive, as a data
footprint expands, more storage capacity and storage management, includ-
ing software tools and IT staff time, are required to care for and protect
business information. By more effectively managing the data footprint
across different applications and tiers of storage, it is possible to enhance
application service delivery and responsiveness as well as facilitate more
timely data protection to meet compliance and business objectives. To real-
ize the full benefits of data footprint reduction, look beyond backup and
offline data improvements and include online and active data.

Several methods, as shown in Table 8.3, can be used to address data
footprint proliferation without compromising data protection or negatively
affecting application and business service levels. These approaches include
archiving of structured (database), semistructured (email), and unstructured
(general files and documents) data, data compression (real-time and offline),
and data de-duplication.

Chap8.fm  Page 229  Thursday, October 23, 2008  5:28 PM



230 The Green and Virtual Data Center

8.6.1 Archiving for Compliance and General Data Retention

Data archiving is often perceived as a solution for compliance; however,
archiving can be used for many other purposes as well, including general
data footprint reduction, to boost performance and enhance routine data
maintenance and data protection. Archiving can be applied to structured
databases data, semistructured email data and attachments, and unstruc-
tured file data. Key to deploying an archiving solution is having insight into
what data exists along with applicable rules and policies to determine what
can be archived, for how long, in how many copies, and how data ulti-
mately may be retired or deleted. Archiving requires a combination of hard-
ware, software, and people to implement business rules.

By doing more than simply moving the data to a different location,
data archiving can have one of the greatest impacts on reducing data foot-
print for storage in general but particularly for online and primary storage.
For example, if you can identify in a timely manner what data can be
removed after a project is completed, or what data can be purged from a pri-
mary database or older data migrated out of active email databases, a net

Table 8.3 Data Footprint Reduction Approaches and Techniques

Archiving Compression De-duplication

When to use Structured (data-
base), semistructured 
(email), and unstruc-
tured

Online (database, 
email, file sharing), 
backup or archive

Backup or archiving 
or recurring and sim-
ilar data

Characteristics Software to identify 
and remove unused 
data from active stor-
age devices

Reduce amount of 
data to be moved 
(transmitted) or stored 
on disk or tape

Eliminate duplicate 
files or file content 
observed over a 
period of time to 
reduce data footprint

Examples Database, email, 
unstructured file solu-
tions with archive 
storage

Host software, disk or 
tape, network rout-
ers, and compression 
appliances

Backup and archive 
target devices and 
virtual tape libraries 
(VTLs), specialized 
appliances

Caveats Time and knowledge 
to know what and 
when to archive and 
delete, data and 
application aware

Software-based solu-
tions require host 
CPU cycles, affecting 
application perfor-
mance

Works well in back-
ground mode for 
backup data to avoid 
performance impact 
during data ingestion 
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improvement in application performance as well as available storage capac-
ity should be realized.

A challenge with archiving is having the time and tools available to
identify what data should be archived and what data can be securely
destroyed when no longer needed. Further complicating archiving is that
knowledge of the data value is also needed; this may well include legal issues
as to who is responsible for making decisions on what data to keep or dis-
card. If a business can invest in the time and software tools, as well as iden-
tify which data to archive to support an effective archive strategy, the returns
can be very positive toward reducing the data footprint without limiting the
amount of information available for use.

8.6.2 Data Compression (Real-Time and Offline)

Data compression is a commonly used technique for reducing the size of
data being stored or transmitted to improve network performance or reduce
the amount of storage capacity needed for storing data. If you have used a
traditional or IP-based telephone or cell phone, watched a DVD or HDTV,
listened to an MP3, transferred data over the Internet or used email, you
have most likely relied on some form of compression technology that is
transparent to you. Some forms of compression are time-delayed, such as
using PKZIP™ to “zip” files, while others are real-time or on-the-fly, such
as when using a network, cell phone, or listening to an MP3.

Two different approaches to data compression that vary in time delay
or impact on application performance along with the amount of compres-
sion and loss of data are lossless (no data loss) and lossy (some data loss for
higher compression ratio). In addition to these approaches, there are also
different implementations of including real-time for no performance impact
to applications and time delayed where there is a performance impact to
applications.

In contrast to traditional “zip” or offline time-delayed compression
approaches that require complete decompression of data prior to modifica-
tion, online compression allows for reading from, or writing to, any location
within a compressed file without full file decompression and resulting appli-
cation or time delay. Real-time compression capabilities are well suited for
supporting online applications including databases, online transaction pro-
cessing (OLTP), email, home directories, websites, and video streaming,
among others, without consuming host server CPU or memory resources or
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degrading storage system performance. In many cases, the introduction of
appliance-based real-time compression provides a performance improve-
ment (acceleration) to I/O and data access operations for database, shared
files, Web servers as well as Microsoft Exchange Personal Storage (PST) files
located in home directories.

A scenario for using real-time data compression is for time-sensitive
applications that require large amounts of data, such as online databases,
video and audio media servers, or Web and analytic tools. For example,
databases such as Oracle support NFS3 direct I/O (DIO) and concurrent I/
O (CIO) capabilities to enable random and direct addressing of data within
an NFS-based file. This differs from traditional NFS operations, in which a
file is sequentially read or written.

To boost storage systems performance while increasing capacity utiliza-
tions, real-time data compression that supports NFS DIO, and CIO opera-
tions expedites retrieval of data by accessing and uncompressing only the
requested data. Applications do not see any degradation in performance,
and CPU overhead off-loaded from host or client servers as storage systems
do not have to move as much data. Data compression linking real-time for
primary active storage can be applied to different types of data and storage
scenarios to reduce data footprint with transparency.

Another example of using real-time compression is to combine a NAS
file server configured with 146-GB or 300-GB high-performance 15.5K-
RPM Fibre Channel or SAS HDDs to boost the effective storage capacity of
active data without introducing the performance bottleneck associated with
using larger-capacity HDDs. As seen earlier in this chapter, a 146-GB,
15.5K-RPM Fibre Channel HDD consumes the same amount of power as
a 750-GB, 7.2K-RPM SATA HDD. Assuming a compression ratio of 5 to 1
could provide an effective storage capacity of 730 GB yet using high-perfor-
mance HDDSs for active data. Of course, compression would vary with the
type of solution being deployed and the type of data being stored.

8.6.3 De-duplication 

Data de-duplication (also known as de-dupe, single-instance storage, com-
monalty factoring, data differencing, or normalization) is a data footprint
reduction technique that eliminates the occurrence of the same data. De-
duplication works by normalizing the data being backed up or stored by
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eliminating recurring or duplicate copies of files or data blocks, depending
on the implementation.

Some data de-duplication solutions boast spectacular ratios for data
reduction given specific scenarios, such as backup of repetitive and similar
files, while providing little value over a broader range of applications. This
contrasts with traditional data compression approaches that provide lower
yet more predictable and consistent data reduction ratios over more types of
data and application, including online and primary storage scenarios. For
example, in environments where there is little to no common or repetitive
data files, data de-duplication will have little to no impact, whereas data
compression generally will yield some data footprint reduction across
almost all types of data.

As an example, in the course of writing this book, each chapter went
through many versions, some with a high degree of commonality resulting
in duplicate data being stored. De-duplication enables multiple versions of
the files to be stored, yet by saving only the changed or different data from a
baseline, the amount of space required is reduced. Instead of having eight
versions of a file, all about 100 KB in size, or 800 KB without compression,
assuming that 10% of the data changes in each version of the file, the
amount stored could be in the range of 170–200 KB, depending on what
data actually changed and the de-dupe solution. The result is that, over
time, instead of the same data being copied and backed up repeatedly, a
smaller data footprint can be achieved for recurring data.

Some data de-duplication solution providers have either already
added, or have announced plans to add, compression techniques to com-
plement and increase the data footprint effectiveness of their solutions
across a broader range of applications and storage scenarios, attesting to
the value and importance of data compression to reduce data footprints. 

When looking at de-duplication solutions, determine if the solution is
architected to scale in terms of performance, capacity, and availability over a
large amount of data, along with how restoration of data will be affected by
scaling for growth. Other things to consider include how data is re-dupli-
cated, such as real-time using inline or some form of time-delayed postpro-
cessing, and the ability to select the mode of operation.

For example, a de-dupe solution may be able to process data at a spe-
cific ingest rate inline until a certain threshold is hit, and then processing
reverts to postprocessing so as not to degrade application performance. The
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downside of post processing is that more storage is needed as a buffer. It can,
however, also enable solutions to scale without becoming a bottleneck dur-
ing data ingestion. 

8.6.4 Hybrid Data Footprint Reduction—Compression and De-
duplication

Compression and de-duplication are two popular capacity optimization and
data footprint reduction techniques that can be readily deployed with quick
results. De-duplication or compression implemented as a single solution
yield significant savings on storage capacity, but using both technologies on
the same data files should provide even greater space savings. The result
should be no performance delays for online time- or performance-sensitive
applications and no waiting for data to be reinflated during data recovery or
restore operations.

Several techniques can be used either individually to address specific
issues or in combination to implement a more cohesive and effective data
footprint reduction strategy. Develop an overall data foot reduction strategy
that leverages several techniques and technologies to address online primary,
secondary, and offline data. Assess and discover what data exists and how it
is used in order to manage storage needs effectively.

Determine policies and rules for retention and deletion of data that
combine archiving, compression (online and offline), and de-dupe in a
comprehensive strategy. The benefit of a broader, more holistic, data foot-
print reduction strategy is the ability to address the overall environment,
including all applications that generate and use data as well as infrastructure
resource management (IRM) or overhead functions that compound and
affect the data footprint.

8.7 Countering Underutilized Storage Capacity

Debates exist about the actual or average storage space capacity utilization
for open systems, with estimates ranging from 15% to 30% up to 65–80%.
Not surprisingly, the lowest utilization estimates tend to come from vendors
interested in promoting SRM tools, thin provisioning, or virtualization
aggregation solutions. Research and experience indicate that low storage uti-
lization is often the result of several factors, including limiting storage
capacity usage to ensure performance; isolate particular applications, data,
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customers, or users; for the ease of managing a single discrete storage sys-
tem; or for financial and budgeting purposes. In some cases, the expense to
consolidate, virtualize, and manage may not be offset by the potential gains.

When consolidating storage, consider where and how storage is being
allocated and active (or idle) in order to know what can be moved when and
where. You can leverage newer, faster, and more energy-efficient storage
technology as well as upgrade storage systems with faster processors, I/O
busses, increased memory, faster HDDs, and more efficient power supplies
and cooling fans.

Looking at storage utilization only from the viewpoint of space capacity
consumption, particularly for active and online data, can result in perfor-
mance bottlenecks and instability in service delivery. A balanced approach
to utilization should include performance, availability, capacity, and energy
needs for a type of application usage and access requirements. When storage
management vendors talk about how much storage budget they can save
you, ask them about their performance and activity monitoring and report-
ing capabilities; you may be told that they are not needed or requested by
their customers, or that these issues will be addressed in a future release.

Over time, underutilized storage capacity can be consumed by applica-
tion growth and data that needs to be retained for longer periods of time.
However, unless the capacity that is to be consumed by growth is for dor-
mant data (idle data), any increase in I/O activity will further compound
the I/O performance problem by sparsely allocating storage in the first
place. A similar effect has been seen with servers, because they are perceived
as being inexpensive to acquire and, until recently, not as much of an issue
to operate, thus leading to the belief that since hardware is inexpensive,
using more of it is a workable solution to an application problem.

Although there are several approaches to increasing storage capacity
utilization, it is important to use a balanced approach: Move idle or infre-
quently accessed data to larger-capacity, lower-performing, cost-effective
SATA HDDs, and move active data to higher-performing, energy-efficient
enterprise Fibre Channel and SAS HDDs. Using a combination of faster
HDDs for active data, larger-capacity storage for infrequently accessed
data, and faster storage system controllers can enable more work to be done
using fewer HDDs while maintaining or enhancing performance and fit-
ting into existing power and cooling footprints or possibly even reducing
energy requirements.
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8.7.1 Thin Provision, Space-Saving Clones

Thin provisioning is a storage allocation and management technique that
presents an abstracted or virtualized view to servers and applications of how
much storage has been allocated yet is actually physically available. In
essence, thin provisioning, as seen in Figure 8.6, allows the space from mul-
tiple servers that have storage allocated but not actually used to be shared
and used more effectively to minimize disruptions associated with expand-
ing and adding new storage.

In Figure 8.6, each server thinks that it has, say, 10 TB allocated, yet
many of the severs are only using 10% or about 1 TB of storage. Instead of
having to have 5 × 10 or 50 TBs underutilized, a smaller amount of physical
storage can be deployed yet thinly provisioned, with more physical storage
allocated as needed. The result is that less unused storage needs to be
installed and consuming power, cooling, and floor space until it is actually
needed. The downside is that thin provisioning works best in stable or pre-
dictable environments, where growth and activity patterns are well under-
stood or good management insight tools on usage patterns are available.

Thin provisioning can be described as similar to airlines overbooking a
flight based on history and traffic patterns. However, like airlines overbook-
ing a flight, thin provisioning can result in a sudden demand for more real
physical storage than is available. Thin provisioning can be part of an overall
storage management solution, but it needs to be combined with manage-
ment tools that provide history and insight on usage patterns.

8.7.2 How RAID Affect PCFE and PACE

Redundant Arrays of Independent Disks (RAID) is an approach to address-
ing data and storage availability and performance. RAID as a technique and

Figure 8.6 Thin Provisioning
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technology is about 20 years old, with many different types of hardware and
software implementations available. There are several different RAID levels
to align with various needs for performance, availability, capacity, and
energy consumption, and cost.

Different RAID levels (Table 8.4) will affect storage energy effective-
ness differently, but a balance between performance, availability, capacity,
and energy (PACE) is needed to meet application service needs. In Table
8.4, for example, RAID 1 mirroring or RAID 10 mirroring and disk strip-
ing (spreading data over multiple disks to boost performance) requires more
HDDs and therefore power but yield better performance than RAID 5.
RAID 5 yields good read performance and uses fewer HDDs, reducing the
energy footprint but at the expense of write or updating performance.

Table 8.4 RAID Levels and Their PCFE and PACE Impacts 

RAID
Level

Characteristics Applications Performance 
Capabilities

Energy Footprint

0 Spreads data 
across two or 
more disks to 
boost perfor-
mance with no 
enhanced 
availability

Applications 
that can toler-
ate loss of 
access to data 
that can be 
easily repro-
duced

Very good Very good; few-
est disks

1 Data mirroring 
provides pro-
tection and 
good I/O per-
formance with 
n + n disks, 
where n is the 
number of data 
disks

I/O-intensive 
OLTP and 
other data with 
high availabil-
ity, including 
email, data-
bases, or other 
I/O-intensive 
applications

Very good Not good; twice 
as many disks 
needed

0 + 1 Stripe plus mir-
roring of data 
for perfor-
mance and 
availability, n + 
n disks.

I/O-intensive 
applications 
requiring per-
formance and 
availability

Very good Not good; twice 
the disks
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An effective energy strategy for primary external storage includes select-
ing the appropriate RAID level and drive type combined with a robust stor-
age controller to deliver the highest available IOPs per watt of energy to
meet specific application service and performance needs.

1 + 0 or 
10

Similar to 
RAID 0 + 1, 
but mirrors and 
stripes data

I/O-intensive 
applications 
requiring per-
formance and 
availability

Very good Not good; twice 
the disks

3 Stripes with 
single dedi-
cated parity 
disk, N + 1

Good perfor-
mance for 
large, sequen-
tial, single-
stream appli-
cations

Good Good

4 Similar to 
RAID 3, with 
block-level 
parity protec-
tion

Using read/
write cache, is 
well suited for 
file-serving 
environments.

Good Good

5 Striping with 
rotating parity 
protection 
using n + 1 
disks; parity 
spread across 
all disks for 
performance

Good for 
reads, write 
performance 
affected if no 
write cache; 
use for read-
intensive data, 
general file 
and Web serv-
ing

Good for read, 
potential write 
penalty

Good; better than 
RAID 1

6 Disk striping 
with dual par-
ity using n + 2 
HDDs; 
reduces data 
exposure dur-
ing a rebuild 
with larger-
capacity 
HDDs

Large data 
capacity inten-
sive applica-
tions that need 
better avail-
ability than 
RAID 5 pro-
vides

Good for read, 
potential write 
penalty

Very good

Table 8.4 RAID Levels and Their PCFE and PACE Impacts (continued)

RAID
Level

Characteristics Applications Performance 
Capabilities

Energy Footprint
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In addition to the RAID level, the number of HDDs supported in a
RAID group set can affect performance and energy efficiency. In Figure 8.7,
for example, N is the number of disks in a RAID group or RAID set; more
disks in a RAID 1 or RAID 10 group provides more performance but with
a larger PCFE footprint. On the other hand, more HDDs in a RAID 5
group spreads parity overhead across more HDDs, improving energy effi-
ciency and reducing the physical number of HDDs. However, this solution
needs to be balanced with the potential exposure of a second HDD failure
during a prolonged rebuild operation. A good compromise for non-perfor-
mance-sensitive applications that are storage capacity- or space-intensive
might be RAID 6, particularly with solutions that accelerate parity calcula-
tions and rebuild operations. 

General notes and comments about using RAID and PACE to address
PCFE issues for different application and data service objectives include the
following.

� Larger RAID sets can enable more performance and lower availabil-
ity overhead.

� Some solutions force RAID sets to a particular shelf or drive enclo-
sure rack.

� Balance RAID level performance and availability to type of data—
active or inactive.

� Boost performance with faster drivers; boost capacity with larger-
capacity drives.

� With large-capacity SAS and SATA, drive capacity will affect drive
rebuild times.

Figure 8.7 RAID Levels to Balance PACE for Application Needs
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� Balance exposure risk during drive rebuild with appropriate RAID
levels.

� Design for fault containment or isolation, balancing best practices
and technology

8.8 Storage Virtualization—Aggregate, Emulate, Migrate

There are many different forms of storage virtualization, including aggrega-
tion or pooling, emulation, and abstraction of different tiers of physical
storage providing transparency of physical resources. Storage virtualization
can be found in server software bases, network or fabric using appliances,
routers, or blades with software in switches or switching directors. Storage
virtualization functionality can also be found running as software on appli-
cation servers or operating systems, in network-based appliances, switchers,
or routers, as well as in storage systems.

8.8.1 Volume Mangers and Global Name Spaces

A common form of storage virtualization is volume managers that abstract
physical storage from applications and file systems. In addition to providing
abstraction of different types, categories, and vendor storage technologies,
volume managers can also be used to support aggregation, performance
optimization, and enable IRM functions. For example, volume managers
can aggregate multiple types of storage into a single large logical volume
group that is subdivided into smaller logical volumes for file systems.

In addition to aggregating the physical storage, volume managers can
perform RAID mirroring or disk striping for availability and performance.
Volume managers also provide a layer of abstraction to allow different types of
physical storage to be added and removed for maintenance and upgrades
without affecting applications or file systems. IRM functions that are sup-
ported by volume managers include storage allocation and provisioning and
data protection operations, including snapshots and replication, all of which
vary with the specific vendor implementation. File systems, including clus-
tered and distributed systems, can be built on top of or in conjunction with
volume managers to support scaling of performance, availability, and capacity.

Global name spaces provide another form of virtualization by present-
ing an aggregated and abstracted view of various file systems. A global name
space can span multiple different file systems, providing an easy-to-use
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interface or access view for managing unstructured file data. Microsoft
Domain Name System (DNS) for Windows CIFS or Network Information
Services (NIS) for NFS support global name spaces.

8.8.2 Virtualization and Storage Services

Various storage virtualization services are implemented in different locations
to support various tasks. Figure 8.8 shows examples of pooling or aggrega-
tion for both block- and file-based storage, virtual tape libraries for coexist-
ence and interoperability with existing IT hardware and software resources,
global or virtual file systems, transparent data migration of data for technol-
ogy upgrades, and maintenance, as well as supporting high availability and
BC/ DR.

One of the most frequently discussed forms of storage virtualization is
aggregation and pooling solutions. Aggregation and pooling for consolida-
tion of LUNs, file systems, and volume pooling, and associated manage-
ment, can increase capacity utilization and investment protection, including
supporting heterogeneous data management across different tiers, catego-
ries, and price bands of storage from various vendors. Given the focus on
consolidation of storage and other IT resources along with continued tech-
nology maturity, more aggregation and pooling solutions can be expected to
be deployed as storage virtualization matures. 

Figure 8.8 The Many Faces of Storage Virtualization
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While aggregation and pooling are growing in popularity in terms of
deployment, most current storage virtualization solutions are forms of
abstraction. Abstraction and technology transparency include device emu-
lation, interoperability, coexistence, backward compatibility, transition to
new technology with transparent data movement and migration, as well as
support for high availability and BC/DR. Some other forms of virtualiza-
tion in the form of abstraction and transparency include heterogeneous
data replication or mirroring (local and remote), snapshots, backup, data
archiving, security, and compliance. 

Virtual tape libraries (VTLs) provide abstraction of underlying physi-
cal disk drives while emulating tape drives, tape-handling robotics, and
tape cartridges. The benefit is that VTLs provide compatibility with exist-
ing backup, archive, or data protection software and procedures to improve
performance using disk-based technologies. VTLs are available in standal-
one as well as clustered configuration for availability and failover, as well as
scaling for performance and capacity. Interfaces include block-based for
tape emulation and NAS for file system-based backups. VTLs also support
functions such as compression, de-duplication, encryption, replication,
and tiered storage.

Some questions to ask regarding storage virtualization include:

� What are the various application requirements and needs?

� Will it be used for consolidation or facilitating IT resource manage-
ment?

� What other technologies are currently in place or planned for the
future?

� What are the scaling (performance, capacity, availability) needs?

� Will the point of vendor lock-in be shifting or costs increasing?

� What are some alternative and applicable approaches?

� How will a solution scale with stability?

Building a business case for virtual tape libraries or disk libraries to sup-
port technology transition and coexistence with existing software and proce-
dures can be fairly straightforward. Similarly, cases for enabling transparent
data migration to facilitate technology upgrades, replacements or reconfigu-
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ration along with ongoing maintenance and support can be mapped to sus-
taining business growth.

For example, the amount of time it takes to migrate data off older stor-
age systems and onto newer technology can be reduced while maintaining
data availability and application access, the storage resource technology can
be used for a longer time, thus decreasing the time the technology is not
fully utilized because of conversion and migration. Another benefit is that
newer, more energy-efficient technology can be migrated in and older, less
energy-efficient technology can be migrated out more quickly.

This is not to say that there are not business cases for pooling or aggre-
gating storage; rather, there are other areas where storage virtualization
techniques and solutions can be applied. This is not that different from
server virtualization shifting from a consolidation role, which is the current
market and industry phase, to one of enablement to support migration,
maintenance, and scaling. This is true particularly for applications and
workloads that are not conducive to consolidation, such as those in which
more performance, capacity, or availability is needed or those that need to
isolate data or customers.

Another form of storage virtualization is virtual storage servers (see
Figure 8.9), or storage partitions that enable a single consolidated storage
system to appear to applications and servers as multiple individual storage
systems or file servers. The primary focus of virtual storage servers or parti-
tions is to be able to isolate, emulate, and abstract the LUNs, volumes, or
file systems on a shared storage server. An example is enabling a common
or consolidated storage server to be shared by different applications while
preventing data from being seen or accessed across applications, customers,
or users.

Another possibility is to enable a LUN or volume group to provide
unique addressing as well as volume mapping and masking so that different
servers see what they think are unique LUNs or volumes. For example, a
group of Windows servers may all want to see a LUN 0 while each needs its
own unique volume so partitioning. In this case, LUN volume mapping
and masking can be combined so that each server sees what it thinks is a
LUN 0, yet the actual LUNs or volumes are unique. Many vendors provide
some form of LUN and volume mapping and masking along with host and
server partition groups or storage domains.

Chap8.fm  Page 243  Thursday, October 23, 2008  5:28 PM



244 The Green and Virtual Data Center

You can also enable data to be moved or migrated to lower-cost tiers of
storage for online active and reference data. Data migration can also be used
to enable archiving to move data from online storage to near-line or offline
storage. Lower-cost storage can be used as a target for replicating data for
high availability and BC/DR, or as a target for regular data backups. Data
replication and movement can be accomplished using host-based software
such as volume managers or migration tools, network- or fabric-based data
movers and appliances, or via storage systems.

8.9 Comparing Storage Energy Efficiency and 
Effectiveness

Not all storage systems consume the same amount of power or deliver the
same performance with the same number of ports, controllers, cache, and
disk drives. A challenge with storage systems is gauging power consumption
and performance. For example, can system A use less power than system B
while system A delivers the same level of performance (is it as fast), amount
of capacity, or space to store data (how useful)? It is possible to create a stor-
age system that uses less power, but if the performance is also lower than
with a competing product, multiple copies of the lower-power-consuming
system may be needed to deliver a given level of performance.

Figure 8.9 Storage Virtualization and Virtual Storage Servers or Partitions
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Four different storage systems are shown in Figure 8.10, each with a
similar number of the same type of high-performance HDDs performing a
transaction-oriented workload. It is important to look at all the available
metrics, particularly for active data storage, to see how much storage capac-
ity will be achieved with a given density, how much power will be needed,
and what level of performance will be provided, considering the total power
footprint as well as the activity per energy used or IOPS per watt.

Look beyond the number of disk drives, the size or amount of cache,
the number and speed of controllers to see effective capabilities. For exam-
ple, different systems can have the same number of disks, but one may use
less power and provide less performance, another may use the same power
and give better performance, or one may use less power and offer higher
performance.

Figure 8.11 shows various types of storage systems across different cate-
gories, tiers, and price bands configured to support a common baseline of
1.3-PB of raw storage. Values will from this baseline configuration depend-
ing on RAID levels, compression, de-duplication, and other optimizations.
In some cases, multiple storage systems will be required to achieve this 1.3
PB of storage capacity; several scenarios are shown to help gauge footprint
as well as power needs (including variable power if the systems support

Figure 8.10 The Importance of Using Multiple Metrics for Comparison
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either first-generation MAID or second-generation MAID 2.0 with intelli-
gent power management or adaptive power management).

Also shown in Figure 8.11 is the performance in terabytes per hour, to
show how different solutions vary in their ability to ingest and store data at
a baseline configuration. From this baseline it is possible to apply various
compressions and de-duplication strategies to make additional comparisons,
as well as various RAID levels and RAID group sizes and numbers of hot
spare disk drives.

8.10 Benchmarking

Benchmarks, particularly industry-accepted workloads that are applicable to
specific applications and environments, can be a useful gauge of how differ-
ent solutions compare; however, they are not a substitute for actually testing
and simulating production application and workload conditions. Take
benchmarks with a grain of salt when considering their applicability to your
environment, application characteristics, and workloads.

Figure 8.11 Performance and Energy Usage for Various Storage Solutions
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8.11 Summary

IT organizations are realizing that in addition to conserving power and
avoiding unneeded power usage, addressing time-sensitive applications with
performance enhancements can lead to energy efficiency. Various tech-
niques and existing technologies can be leveraged to either reduce or sup-
port growth with current power and cooling capabilities, as well as with
supplemental capabilities. There are also several new and emerging technol-
ogies to be aware of and consider. These range from more energy-efficient
power supplies, storage systems, and disk drive components to performance
enhancements to get more work done and store more data per unit of
energy consumed in a given footprint. Improvements are also being made in
measuring and reporting tools to provide timely feedback on energy usage
and enable tuning of cooling resources.

Deploy a comprehensive data footprint reduction strategy combining
various techniques and technologies to address point solution needs as well
as the overall environment, including online, near-line for backup, and
offline for archive data. Using more energy-efficient solutions that are
capable of doing more work per unit of energy consumed is similar to
improving the energy efficiency of an automobile. Leveraging virtualiza-
tion techniques and technologies provides management transparency and
abstraction across different tiers, categories, and types of storage to meet
various application service requirements for active and inactive or idle data.
Keep performance, availability, capacity, and energy (PACE) in balance to
meet application service requirements and avoid introducing performance
bottlenecks in your quest to reduce or maximize your existing IT resources
including power and cooling.

Action and takeaway points from this chapter include the following.

� Develop a data footprint reduction strategy for online and offline
data.

� Energy avoidance can be accomplished by powering down storage.

� Energy efficiency can be accomplished by using tiered storage to
meet different needs.

� Measure and compare storage based on idle and active workload
conditions.
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� Storage efficiency metrics include IOPS or bandwidth per watt for
active data.

� Storage capacity per watt per footprint and cost is a measure for
inactive data.

� Align the applicable form of virtualization for the task at hand.

Storage vendors include BlueArc, Datadomain, Dell, EMC, FalconStor,
Fujifilm, Fujitsu, Gear6, Hitachi, HP, IBM, IBRIX, Imation, LeftHand,
LSI, NEC, NetApp, Nexsan, Quantum, Seagate, SGI, Sun, and Xyratex,
among others.

Chap8.fm  Page 248  Thursday, October 23, 2008  5:28 PM



The Green and Virtual Data Center

Chapter 8: Data Storage — Disk, Tape, Optical, and Memory 

RESOURCES FROM OUR SPONSOR:

q EMC's IT's Virtualization Journey

q White Paper: ESG Report - The Far Reaching Benefits of IT Efficiency 
Analyst

q Customer Reference - East Carolina University Reference

About EMC Corporation:
EMC understands that your information is one of your most strategic 
assets. We work with organizations of all sizes, in all industries, to 
maximize the power of information. We can help you design, build, and
manage flexible, scalable, and secure information infrastructures. And
with these infrastructures, you'll be able to intelligently and efficiently
store, protect, and manage your information so that it can be made 
accessible, searchable, shareable, and, ultimately, actionable.

www.emc.com
http://www.bitpipe.com/data/document.do;jsessionid=622A2DDDBE20F6EBEBE90450B0620777?psrc=DET&res_id=1261083497_589
http://www.bitpipe.com/data/document.do;jsessionid=1B98D24D22F52834C5D1D9614BB19AB4?psrc=DET&res_id=1261085066_687
http://www.bitpipe.com/data/document.do;jsessionid=1B98D24D22F52834C5D1D9614BB19AB4?psrc=DET&res_id=1261085066_687
http://emcvirtualizationjourney.wordpress.com/

